
Unit 3: Databases and distributed systems

Terminology Definition

Database

Distributed 
database

Relational 
database

A database is a set of structured 
information stored on a computer that 
can provide a variety of views of the 
data. 

A distributed database is a collection of 
databases physically stored across sites 
in a computer network. 

A relational database is a collection of 
multiple tables, records and fields.

Database
A database table comprises of a structure to hold data that can 
be compared to a table made up of rows and columns.

Each row of the table indicates a single entity, in this case a single 
dog. Each row is made up of fields, each containing a single piece 
of information about the dog, such as its name or gender.

If a database contains a single table, it is known as a flat file 
database. Although this data is stored electronically in a secure 
and safe way, the database is not much more useful than a paper-
based version of the database. Although, should a large amount 
of data be stored in a flat file database it is faster to search than if 
it was stored on paper.

Relational database organisation
A relational database will be comprised of multiple tables of data 
that will have a pre-defined relationship between them.

This example contains six tables, each of which hold data 
involved in a process for booking dogs into day care sessions. 
The tables are:
• owner table – holds details of the owners of the dogs
• dog table – holds details of each dog owned by each of the 

owners
• bookings table – holds details of all bookings made for day 

care sessions
• staff table – holds details of the staff who look after the 

dogs
• day care sessions – holds the timings and cost of each 

session
• spa services table – that holds details of treatments that 

owners can book for their dogs while they are at day care.
Relationships between tables can vary in type, depending on the 
data in each table.

Primary key
Each table includes a field known as a primary key. A primary is 
a unique field that identifies the subject of that record. Examples 
include a National Insurance number or an examination number.

Foreign key
A foreign key is a primary key from one table, stored in a second 
table in addition to the other fields in that table’s records. The 
foreign key is used to create a relationship between the two 
tables.

Combined key
In some situations, such as booking tables, a combined key 
is used to link more than one table together, for example a 
customer, booking and destination.

 

In this example, the first table holds the details of the owners, and 
the second table holds the details of all the dogs.

The line between the table indicates the relationship between the 
tables. This is a one–to–many relationship. 

This one-to-many relationship is necessary because one owner 
may have more than one dog that they need to book into day care.

The owner end of the relationship line has a ‘1’ on it to indicate it 
is the ‘one’ end of the relationship. The other end of the link has an 
infinity symbol (∞) to indicate the ‘many’ end of the relationship.

Data consistency
Data entered into a database application must be accurate and 
therefore, when the database is set up, rules need to be applied to 
make sure that the entered data conforms with the rules for that 
particular field of data. Often this is achieved by applying validation 
rules to ensure that data is checked before it is stored. For example, 
if a ‘Yes/No’ is set up, the entered database should only accept ‘
‘Yes’ or ‘No’, and not ‘Maybe’.

Data redundancy
To ensure that a database is efficient and accurate, it is essential 
that data items are only stored once. The only data that can appear 
in more than one table will be primary keys when they are used as 
foreign keys. If data is stored in more than one place/table, then it 
could be updated in one location but not the other, which causes 
issues when processing the data.

Terminology Definition

Data consistency

Data redundancy

Data independence 
database

Data written to a database must 
conform to the rules of the database 
and must be valid.

Data redundancy occurs when the 
same information is stored in more 
than one place in a database

Data independence is the idea that 
generated and stored data should be 
kept separate from applications that 
use the data.
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Data independence
Data independence is the property of a database that allows the 
user to change the characteristics of the data without having 
to change the software application that is used to process 
it. This saves time in a situation where there is a change in 
data requirements by an organisation, which will not require 
modifications to the software application that handles the data.

Normal form
Normalisation is the process of structuring a relational database 
in accordance with a set of rules that produce a series of normal 
forms: 1st, 2nd and 3rd normal forms. Applying these rules reduces 
data redundancy and improves data integrity. Data integrity refers 
to the accuracy and consistency of data.

Example
Let’s take the dog day care database as an example.

Unnormalised

N.B. The dog column has multiple entries.

1st Normal Form Rules (1NF)
1. Each table cell should have a single value. 
2. Each record needs to be unique.

There are two Dave Jones in the table, with different addresses 
and dogs. Therefore, to get to 2NF, a primary key should be added 
as a start.

2nd Normal Form Rules (2NF)
1. Must be in 1NF.
2. Must have single primary key.
This means that the owners will have a primary key and only 
one record per owner can appear in the table. This will mean 
that we must partition the table with owners in one table, and 
the dogs in another.

3rd Normal Form Rules (3NF)
1. Be in 2NF.
2. Has no transitive functional dependencies.
A transitive dependency in a database is an indirect relationship 
between values in the same table that causes a functional 
dependency. This means that we must separate the ‘Title’ data. 
This will give us a third table.

 

Owner Dog Address

Dave Jones Ethel 10 High Street

Sam Smith Simon Fido 12 The Avenue

Sian Williams Flossie Fred 5 Parkwood Drive

Dave Jones Malcom 12 Oak Way

Owner Dog Address

Mr Dave Jones Ethel 10 High Street

Ms Sam Smith Simon 12 The Avenue

Ms Sam Smith Fido 12 The Avenue

Mrs Sian Williams Flossie 5 Parkwood Drive

Mrs Sian Williams Fred 5 Parkwood Drive

Mr Dave Jones Malcom 12 Oak Way

ID Name Title Address

ID1 Dave Jones Mr 10 High Street

ID2 Sam Smith Ms 12 The Avenue

ID3 Sian Williams Mrs 15 Parkwood Drive

ID4 Sian Williams Mr 5 Parkwood Drive

Customer Number Dog
ID1 Ethel
ID2 Simon
ID2 Fido
ID3 Flossie
ID3 Fred
ID4 Malcom

ID Name Address Title ID
ID1 Dave Jones 10 High Street 1
ID2 Sam Smith 12 The Avenue 2
ID3 Sian Williams 15 Parkwood Drive 3
ID4 Dave Jones 12 Oak Way 1

Customer Number Dog
ID1 Ethel
ID2 Simon
ID2 Fido
ID3 Flossie
ID3 Fred
ID4 Malcom

Title ID Title
1 Mr
2 Ms
3 Mrs

Entity relationship modelling
In a database, an entity is a set of information about an object, 
such as a person, resource, booking or place.

An entity relationship diagram (ERD) is a graphical representation 
of the structure of a database that shows the entities with the 
relationships between them.

Example question (Unit 4 Summer 2019)
A plumber, when undertaking a job, will record the job number 
and description. She also records the items used for the job. 
Each item used can be found in a stock list (that includes stock 
codes and unit prices). A job may take more than one day, and 
the date and number of hours worked on each of the days are 
recorded in a work session table. 
a) Produce an entity-relationship diagram for the record   
 system described above.
b) Design a database in third normal form to store the   
 information required for the record system. 

Distributed systems
Distributed systems are also known as distributed computing or 
distributed databases.
A distributed system is a collection of components that are 
located on different computers, often in different locations, that 
share data and messages to achieve common goals.
The computers in a distributed system are networked. All the 
nodes (computers) in the system communicate with each other 
and process data that can be used locally or shared with other 
nodes on the network.
Many businesses will operate a disturbed system where data for 
local transactions are processed at a node but made available 
across the system. The distributed system/database will have 
a common structure and common processing to ensure that all 
data is compatible.
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Businesses make use of distributed databases if they have 
offices, branches or shops throughout the country. An individual 
occurrence of the business would primarily interact with their own 
data and less often with the central data.

Advantages of a distributed system
• Reliability: A system crash on one location does not affect 

other locations.
• Scalability: In a distributed computing system, more 

machines can be added as needed without incurring high 
costs.

• Fast processing: A distributed computer system can have the 
computing power of multiple computers, making it faster than 
other systems.

Disadvantages of a distributed system
• Difficult troubleshooting: Troubleshooting and diagnostics 

are more difficult due to distribution across multiple locations
• Less software support: Less software support is a major 

drawback of distributed computer systems.

Example question (Unit 4 Summer 2019)
Explain what is meant by ‘distributed processing’ and describe 
how this will operate using an example that you have studied. [6]
Indicative answer
1 mark for the concept: 
Distributed processing is the technique of carrying out a large 
computing task by sharing the processing between computers in 
different locations.
1 mark for the concept: 
Each computer will run its own programs and have its own store 
of data but will share data with other computers in the distributed 
processing network as necessary.
1 mark for each valid point, up to a maximum of 4 marks, 
describing distributed processing in the context of a chosen 
application.

Indicative Content 
A patient record system for a health authority 
Points worth 1 mark each:
• Computers will be located in health centres and hospitals. 

These will be linked in a wide area network.
• Each computer will have the software necessary to carry 

out database operations on patient records, and to display 
any included images (e.g. ultrasound scans, graphs of heart 
function…).

• Patient records will generally be held locally at the GP 
surgery, but additional records may also be held in a hospital 
when treatment is provided.

• Doctors and other medical staff may access and update 
information about a patient at any of the locations by means 
of the network.

• The overall system may provide summary data for the health 
authority (e.g. the number of patients receiving treatment for 
particular illnesses, or the waiting times for treatments).

• The system will be able to inform GPs of the outcomes of 
hospital treatments carried out on their patients, and any 
follow-up actions needed.

Data validation and verification
Data validation
Data validation involves ensuring the data entered into a 
database is reasonable and conforms with rules set by the 
design of the database structures.
Data validation checks are automated and performed to check 
that the data entered is acceptable and within acceptable 
ranges. Data validation cannot check if the data is correct, only 
that it is reasonable within the validation rules.

Range check
A range check is often used with numeric data types, currency 
or dates. For example, if a date is being entered in dd/mm/yyyy 
format, then the ‘mm’ section of the data entry would need to be 
greater than 0 and lower than 13, giving the valid range from 1 
to 12.  
This could also be written as >=1 and <=12. In this case, 1 
would be known as the lower bound and 12 as the upper bound. 
The range is the month value must be between 1 and 12.

Length check
A length check examines the data entered to check the number 
of characters contained in the data.
A typical use of a length check is to determine the validity of a 
telephone number. Remember, telephone numbers have to be 
stored as string or char variables as they begin with ‘0’. If stored 
as a numeric variable, the zero would ‘disappear’.

The length of telephone numbers tends to vary from country to 
country. In Spain, numbers are 10 digits but, in the UL numbers, 
both mobile and landline are 11 digits. A validation rule for the 
length of a phone number would be:
 If len(Phone_Number)<>11 then . . .

Type check
Most programming languages will have a convention as to the 
valid data types that can be used when coding. For example, 
Python uses ‘str’ for text data, and ‘integer’ and ‘float’ for numeric 
data.
A type check could be used to validate a name that could only 
contain text characters. If a number is detected the data will be 
rejected.

Format check
As the name suggests, this checks that data is in the correct 
format. For example, a postcode should be LL99 9LL, where L 
stands for letter and 9 for a digit.  The format check will examine 
the data to check if the format of the data is correct. Remember, 
it cannot check if the postcode is correct.

Lookup check
A lookup check limits data entry by 
offering the user a limited choice of 
options to enter into the database.

Prescence check
A presence check is used to check whether data has been 
entered for a field. A presence check is used on a required field 
such as a surname. A presence check validation rule for a field 
would be:
 If surname <>”” then . . .
Verification
Verification is the process of checking if the data entered into the 
database matches the data collected for the database. There are 
two main methods:
• Double entry – the data is entered twice, and the two sets of 

entries are compared automatically; if they do not match the 
data is rejected.

• Check digit - a number that is used to check whether a series 
of numbers entered into the computer has been typed in 
correctly.  

An example of the use of a check digit is the entry of an ISBN of 
a book.

Network
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“Understanding Computer Science” by Ray Bradly has the ISBN of:
0-7487-4046-5

The ‘5’ at the end is the check digit. There are complicated 
calculations that are carried out on the first 9 digits to generate 
the number 5.
When the data is entered into the computer, the calculation will 
again be carried out on the first 9 digits. If the result is 5 the data 
will be accepted.

Database management systems
A database management system (DBMS) is a complex suite of 
software that controls all aspects of database management. The 
structure of the database must be defined. Once the structure is 
agreed, the database must be created and effectively maintained. 
With such a vast amount of data, however, it is essential that the 
database must be managed.
The data needs to be accessed, queried and backed up. Queries 
will be used to extract information to produce reports required by 
the organisation. The DBMS creates the interface between the 
system and the user, which should provide a GUI that will allow 
a non-specialist to enter data into the database and carry out 
standard queries.
From a management point of view, more complex queries would 
be created using SQL, which should be capable of handling the 
aspects of the data required by the organisation.  

There would be a hierarchy of access levels for users depending 
on their role within the organisation.

A person called a database administrator (DBA) will be in charge 
of the database design and maintenance. The DBA role is a 
powerful position and will have the highest level of access to the 
computer system. The DBA will need to have comprehensive 
knowledge of the organisation’s business functions and needs.

To summarise:
1. A database management system stores data accessed by 

multiple types of users. 

2. Different users may have different levels of access to different 
data sets. 

3. Different users will see different views of the data depending 
on their role within the organisation.

4. Different users may have different access rights. 

Under the supervision of the DBA, tasks carried out by IT 
professionals working with the database will include:
• setting up the database tables, queries and reports for 

different classes of users 
• database maintenance and performance management 
• allocating usernames and managing passwords 

• making regular backups of the data and restoring data in the 
fidential data

• event of a loss 
• monitoring use of the network through access logs and 

identifying unacceptable or unauthorised use
• maintaining security through installing virus checking and 

firewalls 
• providing encryption of con
• updating hardware and software as necessary to maintain 

the system
• providing help desk facilities
• providing training facilities for users. 

Big data
Data warehousing
Data warehousing is the electronic storage of very large 
amounts of commercial data by a business. The amount of 
data stored is beyond the capacity of a normal database. This 
data, therefore, is known as big data.
Essentially, a data warehouse is a database management 
system. A data warehouse is designed so that queries can be 
run on historical data gathered from the business’s activities 
and transactions, to inform future activities and trading 
decisions.

Data mining
Data mining is the process of extracting useful information from 
vast amounts of raw data stored in a data warehouse.
Data mining allows businesses to learn more about their 
customers and their actions and devise more appropriate 
strategies to advance their profitability. It is important to note 
that data mining identifies patterns and trends but does not 
identify activities of individually identified customers.

Predictive analytics
Predictive analytics is the use of big data, using statistical 
algorithms and machine learning techniques to attempt to 
predict future behaviour of a business’s customers. An example 
of predictive analytics is the way in which online shops will 
display “People who bought this also bought…” and a range of 
products that have been bought with the customer’s choice of 
product.

Structured Query Language
Structured Query Language (SQL) is a specialised programming 
language used to communicate with a database.  
SQL can:
• execute queries against a database
• retrieve data from a database
 

• insert records in a database
• update records in a database
• delete records from a database
• create new databases
• create new tables in a database
• create stored procedures in a database
• create views in a database.
The data is stored in tables, a table is a collection of related data 
and comprises of rows and columns.
SQL is an extensive programming language. To make learning 
SQL feasible at GCE, the specification for A2 Computer Science 
lists the command words students should be familiar with and 
be able to use when writing SQL:

• CREATE TABLE ... 
• PRIMARY KEY 
• NOT NULL 
• Int 
• Char(n) 
• Numeric(m,n) 
• DateTime 
• INSERT INTO ... VALUES 
• SELECT ... FROM ... WHERE ... 
• SELECT * FROM ... WHERE ... 
• IN 
• AND 
• OR 
• ORDER BY 
• GROUP BY UPDATE ... SET ... 
• =
• >
• >=
• <
• <=
• <> 
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Example question (Unit 4 Summer 2017)
Two tables have been created in a database using SQL commands. They are: 

CUSTOMER

 FLIGHT

a) Write an SQL command to output the names and flight numbers of all the customers. [1] 
b) Write an SQL command to output all details of customers who are on flight number 370. [1] 
c) Write an SQL command to output the names of all the customers flying from Terminal 1. [2] 
d) Write an SQL command to create a new table FREQUENTFLYER to contain the Customer   
 Number and Frequent Flyer points of each customer. [2] 
    Solution
a) Award one mark for: 
 SELECT CustName, FlightNum from CUSTOMER

b) Award one mark for: 
 SELECT * FROM CUSTOMER WHERE FlightNum = ‘370’ 
 Or
 SELECT CustNum, CustName, DateOfFlight FROM CUSTOMER WHERE    
 FlightNum=’370’
 c) Award one mark for: 
 SELECT CustName FROM CUSTOMER WHERE FlightNum = 

       Award one mark for: 
 (SELECT FlightNum FROM FLIGHT WHERE Terminal = ‘1’) 

d) Award 1 mark for table; 1 mark for fields (any suitable field size (or type) acceptable): 
 CREATE TABLE FREQUENTFLYER 
 ( CustNum Char(5) 
 Points Char(5))

CustNum CustName DateOfFlight FlightNum
12455 McClintock 02-Dec-17 370
13670 Storey 03-Jun-17 378
14777 Rice 23-Aug-17 345
14756 Radford 28-Feb-17 370
21328 George 18-Jan-17 378

FlightNum Destination Terminal

370 Rome 1

345 Florida 5

378 Bahrain 1


